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INntr oduction

o o o 0

N

Developed in the precomputer age of statistics.
Simple, often adequate.

Outperform fancier non-linear models when
» small numbers of training cases

s |ow signal-to-noise ratio

s Sparse data

Generalizations - basis function methods.
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Outline

Least Squares

Gauss-Markov Theorem

Multiple Regression from Simple Univariate Regression
Subset Selection

Shrinkage Methods
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Least Squares - Recap

# Predict a real-valued output Y for the vector of inputs
X = (X1;X2;::0, Xp).

#® The linear regressmn model has the form
f(X)= ot J 1 Xj -
® Least Squares
s Training data (X1;y1);:::; (XN YN)-
s Eachxj = (Xj1;::: 'x.p)T is a vector of feature
measurements.
s Pick coefcients = ( ¢; 1;:::; p)' to minimize

RSS( )= 4 (v f(x))?

# Criterion reasonable if y;'s are conditionally independent
given the inputs x;.
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Least Squares How-to? - Recap

® XistheN (p+ 1) matrix with each row an input vector
(with a 1 in the rst position), y Is the N -vector of outputs.

® Then,RSS( )=(y X )y X ).

® Solving for ,weget "= (XTX) IXTy (assume X is
nonsingular), and hence,

¢=X"= X(XTX) IXTy:

® Matrix H = X(XTX) IXT is the “hat” matrix.
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Least Squares - Geometry

® Column vectors of X form a subspace in RN called the
column space of X.

® Minimize RSS( ) choose “sothat(y ) is orthogonal to
this subspace.

#® Hence, ¥ Is the orthogonal projection of y onto this
subspace.

#® H calculates this projection, H = projection matrix.
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Least Squares - Geometry

#® Suppose columns of X not L.I.

s XTX singular) " not uniquely de ned.
» More than one way to express the projection.

# Nonfull rank case occurs most often when

s Inputs coded redundantly - recode and/or drop redundant
columns.

s p> N -reduce features by Iter ing or control tting by
regularization.
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" Proper ties

Assumption - y; are uncorrelated with constant variance 2,
Xj are non-random.

Var(™) = (XTX) 1 2 where 2is estimated (unbiased) by

X
e G

_ P
Additional assumptions - Y = o+ Py Xj j + , where
N (0; ).

Then, © N( ;(XTX) 1 2), a multivariate normal
distribution.

(N p 1 2% . and " and"? statistically
iIndependent.
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Z-score and F statistic

N
9
N
N

Zj:

~P—, where v; is the j th diagonal element of (X TX) 1.

Under null hypothesis | = 0, z; follows ty , 1.

Large absolute value of z; ) reject null hypothesis.

To test If a variable with k levels can be excluded,

s F

_ (RSSo_RSS1)=(p1_po)
RSSlz(N P1 1)

the smaller and bigger models respectively.
s F measures change in RSS per additional parameter.

s F has Fy, p:Nn p, 1 distr., null hypothesis being that the
smaller model is correct.

.liZj

F statistic for dropping the single coef cient

, where subscripts O and 1 refer to

j .
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Con dence Intervals for ;

® (1 2 )condence interval for j:

o 7zt isthe1l percentile of normal distribution.
#® Approx con dence set for the entire parameter vector

., N\ N 1
c =fj" YXTx(® ) ~22 g

o Iz(l )is the 1 percentile of the chi-squared distribution
with | degrees of freedom.
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Example: Prostrate Cancer
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Example: Prostrate Cancer

°

lecavel lweight age 1bph s5vi lep gleason

lweight 0.300

age 0.286 0.317

1bph  0.063 0.437 0.287

svi  0.593 0.181 0.129 -0.139

lcp  0.692 0.157 0.173 -0.089 0.671
gleason  0.426 0.024 0.366 0.033 0307 0476

PEE45 0.483 0.074 0.276 -0.030 0481 0.663 0.757

svi Is binary and gleason

IS ordered categorical.

lcavol and Icp - strong relationship with Ipsa and with

each other.

Z -score greater than 2 in absolute value Is approx signi cant

at the 5% level.
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Example: Prostrate Cancer

°

9

Term Coefficient Std. Error Z Score
Intercept 2.48 0.09 27.66
lcawvol 0.68 0.13 5.37
lweight 0.30 0.11 2.75
age -0.14 0.10 -1.40

1bph 0.21 0.10 2.06

svi 0.31 0.12 247

lcp -0.29 0.15 -1.87
gleason -0.02 0.15 -0.15
peE45 0.27 0.15 1.74

cavol

cavol ,Iweight and svi show strong effects.
cp not signi cant, but strongly signi cant in the absence of

F -statistic to drop age, Icp , gleason , pgg45 iIs 1.67.
Pr(Fs58 > 1:67)= 0:17 and hence not signi cant.

Linear model reduces the base error rate by about 50%.
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The Gauss-Mark ov Theorem

#® |east square estimates (LSE) have the smallest variance
among linear unbiased estimates.

® Consider = a' .a'""isunbiased since E(a’ ") = a' .
® Thm: For any ~= c'y that is unbiased for a'
(E(c'y)=a' ),
Var(a' ") Var(c'y):

MSE(?) = Var(D) + [E(?) ]? (variance + squared bias).

® Theorem) LSE has the smallest MSE of all linear
estimators with no bias.

® A biased estimator with a smaller MSE?

°
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Biased Estimates

# Trade a little bias for a larger reduction in variance.
#® Shrink or set to zero some of the least squares coef cients .

# MSE related to prediction accuracy.
» EPE of estimate f{xg) = xJ ~is

E(Yo f(x0)*= 2+ MSE(fx0)):

s MSE and EPE differ only by the variance of the new
observation.
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Multiple Linear Regression

# For the univariate casey = (y1;:::;yn)' and

XN
Xyl = Xiyi = X'y
i=1

N _ XKy _ N
® Then = . andr=vy x .

X,y

estimates " are equal to ~ = - the univariate estimates.
] 1)

# Observational data are orthogonalized.

# Orthogonalization does not change the subspace, it just
produces an orthogonal basis.
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Successive Orthogonalization

#® Regress x» on x1 means a simple univariate regression of x»
on x1 with no intercept.

s Coefcient » = Kiﬁj: It is the relative size of the

projection of x, on xj.
s Residual z= x> “x41, which is orthogonal to xj.
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Algorithm: Gram-Sc hmidt

1. Initialize zg = xg = 1.
2. Forj =1,2,:::.;p

o Regress Xj ON Zo; 21311052 1 to produce coef cients
N = E‘ 21 =0;1;:::;j) 1and residual vector
4 b
Zj = X k= o ki Zk 1

3. Regress y on the residual z, to give the estimate .
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Multiple Regression

# The multiple regression coef cient ’\, represents the
additional contribution of x; ony, after x; has been adjusted

® Alternate formula for variance estimates

2 2

Var( p) = th;zpi — jjzpjjz

# If X, highly correlated with some x's, z, will be close to zero
and ", will be unstable.
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QR decomposition

#® Step 2 of Gram-Schmidt can be writtenas X = Z , where Z
has as columns z;, Is the upper triangular matrix with
entries ;.

# Introduce the diagonal matrix D with j th diagonal entry jjz;jj,
So that

X=7D D =O0QR

® QIsN (p+ 1)andorthogonal, Ris(p+1) (p+ 1)and
upper triangular.

® Least squares solution givenby "= R 1QTy and¢ = QQ'y.
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Multiple Outputs

N

°

Assume a linear model for each output.

The model can be writtenas Y = XB + E, where Y is the
N K response matrix, X isthe N (p+ 1) input matrix, B
Isthe (p+ 1) K matrix of parametersand E isthe N K
matrix of errors.

The loss function is given by
x X 2 T
RSS(B) = (Vik  Tk(xi))=tr[(Y XB) (Y XB)[:
k=1 i=1

The least squares estimates are B = (XTX) IXTy.
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Correlated errors

® IfCov()= (errors = (1;:::; k)), then the multivariate
weighted criterion is

XN
RSS(B; )= (i fi)' Yy fx)):
=1

vector of K responses for observation i.
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Least Squares — good enough?

# Two reasons why we are not satis ed with least square
estimates:

s Prediction accuracy — LSE often have low bias but large
variance. Prediction accuracy can be improved by
shrinking or setting some coef cients to zero (Coef cient
shrinkage).

s Interpretation — From a large number of predictors, we
determine a smaller subset that exhibit the strongest
effects (Subset selection).

Linear Methods for Regression  Januray 27, 2004 —p.23/32



Subset Selection - |

#® Best subset regression —foreach k 2 10;1;:::;pg, nd the
subset of size k that gives the smallest RSS.

® How to choose k? — tradeoff between bias and variance.
Choose model that minimizes an estimate of EPE.
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Subset Selection - I

°

Best subset regression not feasible for p > 40.
Forward stepwise selection sequentially adds the predictor
that most improves the t.

RSS(") RSS(7)
RSS(D=(N k 2)°

s Stop when no predictor produces an F -ratio greater than
the 90th or 95th percentile of F1.n k 2.

Backward stepwise selection starts with the full model, and
sequentially deletes predictors.

» Drop the predictor producing the smallest value of F.

s Can be used only when N > p.

s BasedonF =

Also, hybrid stepwise selection strategies.
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Shrinka ge Methods

°

°

Subset selection discrete and hence high variance.
Shrinkage methods more continuous.

Ridge Regression shrinks regression coef cients by
Imposing a penalty on their size.

Aridge — : P!\' . PP L )2 4 PP 2
» argmin =1 (yl 0 j=1 XIJ J ) ji=1 | -
. 0 controls the amount of shrinkage.
The Lasso is simiIaPr to ridge 5
» I’D\'aSSO: argmin = L. (Vi o =1 Xij j)° subject to

s Quadratic programming algorithm. Kind of continuous

subset selection.

- Pp Pp.
L, ridge penalty = <, L1 lasso penalty = ] il
gep 1 1J )

Linear Methods for Regression  Januray 27, 2004 - p.26/32



Ridg e Regression

® Inmatrix form, RSS( )=(y X )(y X )+ T .

® The solutions are "1idge = (X TX + | HxXTy.

# [or orthogonal inputs, the ridge estimates are scaled LSE,
e, "ridge = " ‘where 0 1is a simple function of
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Singular Value Decomposition

N

SVDofthe N  pmatrix X isX = UDV ', where U and V
areN pandp porthogonal matrices.

Columns of U span the column space of X, and the columns
of V span the row space.

Disap pdiagonal matrix, with diagonal entries
dg ::: dp Ocalled the singular values of X.
Using SVD, the least squares tted vector can be written as

X Ms=yuTy.
U'Ty = coordinates of y w.r.t. the orthonormal basis U .
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Ridg e Regression

# The ridge solutions are

. d?
Nridge — _ ] T
X = Uj 7o uj y

=1 J

# Computes coordinates of y w.r.t. the orthonormal basis U
and then shrinks these by factors d?=(d* + ).

# Greater amount of shrinkage applied to basis vectors with
smaller d.
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Principal Components

°

°

°

Eigen decomposition of X TX is VD 2V T.

Eigen vectors v; = principal component directions of X.

z1 = XVvq = u1dy Is the rst principal component of X and has

the largest sample variance whic
u1 Is the normalized rst principa

N is equal to d4=N.
component.

Small singular value ) direction

naving small variance.

Lawgesi Principal
(T Fl

rincim|
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Degrees of freedom

F)
o d()=trXXTX+ 1) XT]=" P F-.
o dO=pandd()! Oas ! 1.

Coefficients

df(X)
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